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Smart Cities promise to their residents, quick journeys in a clean and sustainable environment. Despite, the benefits accrued 
by the introduction of traffic management solutions (e.g. improved travel times, maximisation of throughput, etc.), these solutions 
usually fall short on assessing the environmental impact around the implementation areas. However, environmental performance 
corresponds to a primary goal of contemporary mobility planning and therefore, solutions guaranteeing environmental sustainability 
are significant. This study presents an advanced Artificial Intelligence-based (AI) signal control framework, able to incorporate 
environmental considerations into the core of signal optimisation processes. More specifically, a highly flexible Reinforcement 
Learning (RL) algorithm has been developed towards the identification of efficient but -more importantly- environmentally friendly 
signal control strategies. The methodology is deployed on a large-scale micro-simulation environment able to realistically represent 
urban traffic conditions. Alternative signal control strategies are designed, applied, and evaluated against their achieved traffic 
efficiency and environmental footprint. Based on the results obtained from the application of the methodology on a core part of the 
road urban network of Nicosia, Cyprus the best strategy achieved a 4.8% increase of the network throughput, 17.7% decrease of the 
average queue length and a remarkable 34.2% decrease of delay while considerably reduced the CO emissions by 8.1%. The 
encouraging results showcase ability of RL-based traffic signal controlling to ensure improved air-quality conditions for the 
residents of dense urban areas. 
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1. Introduction 

Efficient traffic demand management has been the epicentre of many researchers’ attention 
(Papageorgiou, 2004). During the last decades multiple traffic signal control strategies ranging from fixed 
time to demand responsive (adaptive) have been suggested and evaluated (Papageorgiou, 2004). 
Nonetheless, methodologies stemming from the Artificial Intelligence (AI) field have only recently 
emerged (Mannion et al., 2016). Between the AI-based methodologies, Reinforcement Learning (RL) 
stands as one of the most suitable approaches to address the traffic signalling optimisation issue, since it 
is has proven very effective at optimising highly dynamic and stochastic systems. RL attempts to identify 
optimum policies (i.e. strategies) in complex environments which require actions by one or more agents, 
taking place during multiple episodes. At the end of each episode, the agents, evaluate the state of the 
system and get rewarded depending on the results of their actions. 

With regards to the application of RL to traffic optimisation, signal controllers are usually perceived as 
the agents who make decisions regarding the state of the governed intersection. The agents adapt their 
strategies depending on the volume of the reward they receive at the end of the episode (e.g. evaluation 
time interval). In the various presented examples ((Bakker et al., 2010; Mannion et al., 2016; Zhong and 
Boukerche, 2019), the reward has been often expressed among many others as the vehicle throughput, the 
average delay, the number of stops, etc. Based on the previous, it becomes apparent that the observability 
of the simulated system is a prerequisite for the application of the methodology. Although the required 
level of observability is difficult to be achieved on the ground, since numerous traffic detectors or even 
more sophisticated equipment would be required, nonetheless the vehicles of the future (CAVs) will be 
able to beacon the relevant information and thus allow for the full tractability of the system’s state. 

Microsimulation has proven highly suitable for the application of RL-based methodologies since 
the simulated system is fully tractable and therefore the reward can be calculated precisely (Ge et al., 
2019; Zhu et al., 2015). However, a key concern regarding the applicability of data-driven methodologies 
in the real world, is the difficulty to obtain the required information for the execution of the models. 
Fortunately, relevant advances in technology such as the Connected and Autonomous Vehicles (CAVs) 
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and Vehicle to Infrastructure (V2I) communication technologies can alleviate the data scarcity issue. 
Apart from few exceptions (Chen et al., 2020; El-Tantawy et al., 2013), the signal control RL 
optimization methodologies have been evaluated on small to medium-scale networks. The presented 
study contributes by evaluating multiple reward mechanisms under fully realistic demand conditions as 
manifested in the large-scale road network of Nicosia, Cyprus. More precisely, three different RL-based 
signal control optimisation strategies, differentiated by the utilised reward mechanisms, were 
implemented, and evaluated. The three RL-optimised junctions are found along the most centric corridor 
of Nicosia during the morning peak hour. The evaluated reward mechanisms are namely (a) the vehicle 
throughput, (b) the average queue length and (c) the total volume of emissions. Although, the 
environmental effect of RL-based traffic signal control optimisation methodologies has been considered 
in the past (Liu et al., 2018; Zhu et al., 2015) no other study has evaluated the utilisation of the volume of 
emissions as the objective value to be optimised.  

The following section describes the design of a RL-based signal control optimisation methodology 
(Section 2) while Section 3 presents the large-scale experiment on the urban road network of Nicosia, 
Cyprus, and the corresponding results. Finally, Section 4 summarises the paper. 

2. Methodology 

2.1. Reinforcement Learning Components 

 Agents: The agents constitute the RL controlled traffic signals (    . 
 Actions: Agents     take decisions        at each time interval     whether to keep the current 

traffic signal phase          or to progress to the next         . 
 Reward: The reward         is a measure of the success for each action. Rewards are calculated 

for all agents (     and refer to the previous time-interval      . 
 State: The state represents the conditions of the simulated environment while its exact 

definition depends on the reward that will be used. The state must include all the required 
information to calculate the reward         for each agent     at the previous time-interval 
     . Regardless of the reward type, the state must include the active stage        of all 
agents     at all time-intervals    . Based on this, the state can be defined as 
                        . 
 

2.2. Reinforcement Learning for Traffic Signal Control 

The next section describes the main elements defining the RL paradigm in the context of traffic 
signal control. Traffic signals (     constitute the agents of the system who decide at each time interval 
      to take the action            of switching to the next stage or not. Note that for the purposes of 
this study stages are assumed to take place cyclically, as usually recommended for safety reasons 
(Urbanik et al., 2015). The micro-simulation framework is responsible for updating the state      of the 
environment as well as for the calculation of the reward       that will be provided to each agent at the 
end of each interval. The objective of each agent is to identify the set of actions (policy) which results to 
the maximisation of his reward. The components of the RL design are presented below. With the 
successive completion of multiple simulation runs, agents improve their decisions by learning through 
their action-based rewards. For the purposes of this study, the learning of agents is accomplished by the 
widely used Q-Learning approach. In Q-Learning, agents make decisions based on the Q-values which 
are collectively stored in what is referred as the Q-table. Q-values are updated following the mechanism 
presented in Eq. 1. 

                                                                 (1) 

where             is an input parameter controlling the learning rate of agents while the discount 
factor              represents the way agents regard future rewards. Low       values result in 
myopic agents accounting mostly for the immediate rewards while larger values result in agents who 
value future rewards more. 

An important element of RL-based methodologies is the balancing between the exploration-
exploitation trade-off. Agents can potentially learn more efficient policies by exploring the available 
search space and consequently evaluating a wider range of possibilities. On the other hand, the continuous 
exploration of the available search space can prevent agents from deciding and eventually following the 
most beneficial policy. For this study the commonly used ε-greedy algorithm (Buşoniu et al., 2008) has 
been used to achieve the exploration-exploitation balance. 
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3. Large-scale experiment 

3.1. RL-implementation 
 

The suggested traffic signalling optimisation methodology was evaluated using a microsimulation 
approach implemented using the widely used traffic simulator VISSIM (Fellendorf and Vortisch, 2010) to 
mimic the urban traffic conditions. VISSIM is simulating driving behaviour based on a set of driving 
behaviour models allowing the estimation of the key driving behaviour elements (i.e. gap-acceptance, 
speed adaptation, lane-changing, overtakes, and car-following). In addition, VISSIM provides aa 
Dynamic Traffic Assignment (DTA) module to provide more realistic results in terms of route choice. 
DTA allows drivers to adjust their route choices based on their experience and the conditions of the 
environment, thus allows for a more realistic representation of reality ((Wang et al., 2018). Furthermore, 
the TRANSYT-7F model (Penic and Upchurch, 1992) was used for the estimation of the environmental 
impact due to the simulated traffic conditions. 

Despite the state-of-the-art capabilities of the software, RL-based methodologies are still not 
implemented natively. For that reason, the framework exploited VISSIM’s Component Object Model 
(COM) for the development of a sophisticated module able to apply RL-based traffic signalling 
optimisation in VISSIM. The module is responsible for (a) calculating and updating the perception (i.e. 
Q-table) and (b) controlling the active stage of each signal controller. At this point it should be noted that 
the transition between stages respected the required amber time as dictated in the fixed timed timings. 

3.2. Network and input description 
 

The evaluation of the optimisation methodology was conducted for the large-scale traffic model 
developed of Nicosia (Fig. 1). The network covers an area of 20 km2, includes 3,365 links and more than 
200 junctions out of which 20 are signalised. The proposed RL-based optimisation approach was enforced 
on three junctions located on the most congested corridor of Nicosia (Fig. 2). 

With regards to traffic demand, the centre of Nicosia faces significant congestion since more than 
16,000 trips are executed during the morning peak hours (06:30-07:30). As it can be observed in Fig. 3, 
demand reaches its peak in a fairly short period of time between 05:00 and 07:00 and in particular 
doubles from 06:00 (2.9%) to 07:00 (6.3%). This sharp increase of demand can put the traffic 
management system under considerable distress, but efficient adaptive strategies can potentially smooth 
this transition. To the best of the authors’ knowledge, this is one of the few examples evaluating an RL 
signal control optimisation methodology on urban road network of such scale and under fully realistic 
traffic conditions. 

 

 
Figure 1. The simulation network of Nicosia, Cyprus and the Reinforcement Learning signal-controlled area (under green shade) 
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Figure 2. Reinforcement Learning signal-controlled junctions 
 

 

Figure 3. Daily distribution of traffic flow for the Nicosia's network. The shaded area corresponds to the evaluated period 

3.3. Evaluation scenarios 
 

The evaluated scenarios explore the effect of utilising different reward mechanisms into the RL 
formulation on the performance of the network. More precisely, the evaluated reward mechanisms are the 
vehicle throughput (A-Vehicles), the average queue length (B-Queue) and the volume of CO emissions 
(C-Emissions). 

All the evaluation scenarios were executed for 2,000 iterations during the AM peak hour (07:00-08:00) 
with the following configuration (Table 1). The scenarios were executed simultaneously and were completed in 
approximately four days using an Intel™ Xeon E3-1230@3.40GHz CPU, 32GB RAM computer. 

 
Table 1. Parameter settings for Reinforcement Learning 
 

Parameter Value 
Alpha 0.7 
Gamma 0.9 
epsilon (ε-greedy) 0.7 
Time-interval duration 10 sec 

 
Finally, the efficiency of the previously mentioned implementation strategies is compared against 

the currently implemented (fixed time) signal control program for the Nicosia’s network. The metrics to 
be evaluated are namely: 

1. The total number of vehicles crossing the evaluated junctions (Vehicles). 
2. The average delay at junctions (Avg. delay). 
3. The average queue length at junctions (Avg. queue length). 
4. The volume of CO emissions. 

Evaluated time horizon 
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3.4. Convergence 
 

The simulation-based nature of the suggested framework requires the assessment of stabilisation of 
the agents’ perception regarding the effectiveness of their actions. This is achieved through the evaluation 
of the convergence of the average Q-value for all agents across the simulation runs. As it can be observed 
in Fig. 4, the average Q-value converges indeed within the 2,000 iterations used for the training of the 
model. The drop of the Q-value at the 1,600th simulation run is attributed to the deactivation of the 
mechanism which enables the exploration of the search space. From that point onwards, agents decide to 
apply the action with the highest Q-value and stop examining alternative strategies, therefore a sharp 
change of the average Q-value is expected. 

 
Figure 4. Convergence of average Q-value for the three evaluated scenarios 

The assessment of the convergence can be also evaluated based on the evolution of the signal 
program strategy. Fig. 5 presents the evolution of the signal program of the controller at the junction K2. 
As it can be observed, in the beginning of the training process, a rather random signal program is operated 
by the controller. As the training process evolves, the signal program becomes more stable and clear 
patterns begin to emerge. In particular, the majority of green time is devoted to Phases 1 and 2 with less 
time being allocated to Phase 3. This is reasonable since Phase-3 corresponds to the movement with the 
least travel demand therefore, the benefits of increasing the green time for this turn are minimum 
compared to the main flows allowed by Phases 1 and 2. 

 
Figure 5. Evolution of the signalling program for the controller of junction K2 
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3.5. Results 

Comparison between the evaluated reward mechanisms 

The next section presents the results of the application of the suggested RL methodology for the 
four evaluated reward mechanisms. Based on the results presented in Fig. 6, the vehicle throughput (a) 
reward mechanism presents the most potential. Using the vehicle throughput (A-Vehicles) as reward 
mechanism leads to a 4.8% increase in total network flow and significant reductions to queue lengths (-
17.7%), delays (-34.2%) and CO emissions (-8.1%). On the other hand, the average queue length (B-
Queues) and the emissions (C-Emissions) reward mechanisms deteriorate the overall performance. The 
B-Queues scenario manages to reduce the average queue length and the average delay by 11.5% and 
11.9% respectively but this comes at the expense of significantly reduced throughput (-15.4%). As 
suggested by the results of the C-Emissions scenario, attempting to improve environmental conditions has 
a double-edged effect. On the one hand, the environmental conditions around the implementation area 
improve drastically since a reduction of 67.6% for the total volume of emissions is observed. On the other 
hand, the environmental benefits are accompanied by a drastic deterioration of the traffic conditions. As 
probably expected, improved environmental conditions require the reduction of traffic flows and vehicle’s 
speed. More precisely, creating a high air-quality in the centre of Nicosia would require the reduction of 
traffic flows by 90.1% and in addition would increase the delays and the queue lengths in the area by 
152.6% and 238.3% respectively. Although not unexpected, the above-mentioned results indicate the 
difficulty to balance optimised traffic conditions and environmental concerns. 

 
 

Figure 6. Comparison of the evaluated reward mechanisms. Differences are calculated relatively to the base scenario 
 

The evaluation of the executed scenarios is also presented in Fig. 7. Each evaluation metric in the 
graph has been normalised based on the maximum value across all scenarios. As it can be noticed, the  
A-Vehicles reward mechanism outperforms all the evaluated reward mechanisms as well as the current 
signal control strategy (Base).  

 
Figure 7. Evaluation of the Reinforcement Learning reward mechanism 
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The here presented results emphatically showcase the effect of the reward mechanism on the 
solution. For example, contradictory conclusions would have been drawn if the methodology had been 
evaluated using only a single reward mechanism. If for instance, any other than the vehicle throughput 
(A-Vehicles) reward mechanism had been used, then the potential of the methodology would have been 
considerably underestimated. Moreover, it becomes apparent that ensuring the environmental quality and 
the sustainability of urban areas is not a trivial task. As it can be observed, attempting to optimise the 
system in terms of emissions can have a considerably negative effect on the traffic flow conditions of the 
transport network. Nonetheless, properly designed RL-based signal control optimisation approaches seem 
capable of simultaneously improving the environmental as well as the network conditions (i.e. flows, 
delays, queues, etc.) around the implementation area. 

Deeper evaluation of the best reward mechanism 
 
The next section presents the analysis of the best reward mechanism as identified previously (i.e. 

A-Vehicles). Fig. 8 presents the dynamic evaluation of the four suggested evaluation metrics between 
06:30 and 07:30. As it can be observed, the RL optimized traffic signal control area outperforms the 
fixed-time signal control strategy (Base) throughout the evaluated period. Vehicle throughput is 
consistently higher in the case of RL controlled signals while the opposite holds true for the average 
queue length, the average delay, and the CO emissions. These results showcase the significant potential of 
emerging RL signal optimization approaches to improve environmental conditions without disrupting 
traffic operations. 

 
Figure 8. Dynamic comparison between the Base and the best reward mechanism (A-Vehicles) for the suggested evaluation metrics 

4. Conclusions 

Achieving optimum traffic conditions while maintaining high-level of environmental quality 
requires for the implementation of sophisticated traffic signal control methodologies. For the purposes of 
the currently presented study, the large-scale traffic microsimulation network of Nicosia, Cyprus was 
utilised as a testbed for the application of an advanced Reinforcement Learning (RL) signal control 
optimisation framework attempting to accomplish the above-mentioned goal.  Three different 
implementation scenarios, differentiated by the utilised RL reward mechanism, were assessed in terms of 
their effect on the Nicosia’s road network during the morning peak hour. The obtained results indicated 
that the RL-based methodology can significantly improve traffic conditions compared to the fixed-time 
traffic signalling program. Specifically, for the best-case scenario, the total network throughput was 
increased by 5% while at the same time considerable reductions were recorded for queue lengths (18%), 
delays at junctions (35%) and CO emissions (8%). In addition, the evaluation pinpointed the significant 
effect of the applied RL reward mechanism, since only the use of vehicles as such resulted in improved 
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performance in contrast to the results obtained from using queue length, average delay or the volume of 
emissions as reward mechanisms. In conclusion, RL-based methodologies seem very promising at 
ensuring clean environmental conditions while improving the transport network’s performance. Despite 
the previous encouraging results and the potential of the suggested RL-based methodology for the 
addressing of efficient traffic management, some aspects require further studying. Firstly, the 
methodology should be evaluated for all the traffic signal controllers in the network to assess its 
efficiency at improving traffic conditions at the city-scale. Secondly, modifications of the methodology 
allowing the “communication” between the agents should be evaluated since it is very likely that the 
isolation of agents can lead to suboptimal signal programming strategies. 
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